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Abstract

We presert awebspder that crawls through theweb
sitesof thetop fty Compuer Sciencedepartments,
downloading reseach pagersto seard for instanes
of self-plagarism by Computer Science professrs.
Instences of self-plagiarism for each auhor are re-
ported so tha they may be investigated in order to
deemineif they are truly frauduent papers.

1 Intr oduction

Selfplagiariam is the use of ones own previoudy
published mateials in the credion of a new pub-
lishad material without credting the previous pager
asa souce. The useof sef-plagiarism allows for
a bloaed numberof resarch pgpers to be produced
without doing addti onal work to createnew papers
As a resut, fundamertally idertical papers can be
creakd and pas®d off to different journds all for
the purpose of increasing the acadcemic recaynition
of the reeacher. However, sud pradices do not
bene t the research scciety asawhole, in that mary
more papes are produced, with lessnew and excit-
ing material to spur on new idess. Instead the pool
of pape's becomes clutteredwith papes onthe same
topics, but with different names

The purpose of this experimert is to nd out if
there are ary professors at top Computer Science
universities tha engag in this pracice. The basc
conceptis to run a web spder to travers the top
50 computer science depatmerts and nd the fac-
ulty pages For eachfaaulty membe, dovnloadeach

ie, th omass}@cs .ari

zona. edu

professa’spapers Afterconverting themtotext, run
atext andysis programto ched for sef-plagiarism
andreport ary offending profes®rs and their pgpers.
Thosereportedwould have to be cheded by hand to
ensire that the similarities are, in fact, due to aca
demicdishoregy. SeeFigure 1.

2 RelatedWork

CORA, a Computer Science Resarch Paper Search
Engine [2], mostclosely reeemblesthe typeof spder
tha we are using. CORA made useof smat spiders
to crawl compuer sciene web sites ard record the
paperslocated within. Themajor differernce between
tha spderandthe onewe areusng is thatour spder
is desgnedto dynamicdly seachfor oneprofes®sr's
work at a time, ard nat crawl the entire site before
hard to getall theinformaton rst.

The Starford Copy Analysis Mechanism
(SCAM) [3], is a compaison utility for detect
ing identical documents or documerts with a high
degreeof overlap. SCAM usesa registration server
to which original documents can be registered by
thar auhors. Attemps to register illegd copies
of aready registered documens can be detected.
Additionally, web crawlers can be usedto search
for doaumeris and comparethem agang registered
doaumeris in a manner sanewhat similar to our
sygem.
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Figure 1. Overview of the system.

3 TheWeb Spider

The programming language Webl [1] wasusedin
the developmernt of the web spder. WebL's man-
ud de nesitsef asa “language and system is de-
signed for rapd prototyping of Web computations
It is well-suited for the automation of tasks on the
WWW?1” It has moddes to enalde the program-
mer to quickly develop a web spider. The produc-
tion of a web spider that succesgully locates pro-
fessas' pages and downloadsthe papershasto be
condrained heavily to escape several major problems
that comewhenlooking for pagers:

Remaining on the profes®r's page: When exam-
ining a page, what is an accefgalle pageto go
to and what is not?

Resarch papersonly: When prepaiing to down-
loada le, it there aryway to know if it is a
reseach paper or not?

Seemingy in nite link graph: When traversing
links on a single professa’'s web site, when
should the spder give up?

Slow downloads: If downloading a 30Mb paper,
with atrarsfer rate of lessthan1Kb, should the
spder bother downloading it?

Idealy speaking, a web spder would start at the
homepaye of the profes®r and traverse all links

downloadng all the research pgpers for that profes
sor. If see asgraph problem, this would be fea
sible if and only if the grgoh had one source, the
professa’s home page and no edgesgoing outside
of his page. In the red weh a professor's page has
many links that exterd to other pages ranging from
the classes he teaclesto intereding pages all over
theweh Attemptingto try all links would reault in
the spder going far away from its target area and
thetimeto proces oneprofessa could be seemirgly
in ni te along with downloading hoards of irrelevart

papers

Several constraints were placal to limit wher
the spder coud go. The rst wasto check for
links contaning the words publication, paper, or re-
seach. Theselinks would most likely have the de-
sired materids. If no links could be found with any
of the key words, then seaching would be done in
a breadh- rst seach through all of the profes®r's
links. Another limitaton put on the spder wasthat
theonly links that could be traverssdwere onestha
existed on the samemain site. Tha is, if the pro-
fessorwereat ht tp: // ¢s.u ni ver si ty .e du/
" pr of essor, the spider would only chedk sites
whoselinks containedthe nameuniversity. Attempt
ing to further constain thisto require thelink to corn+
tainpossihilitiessuchascs. univ er sit y. edu or
" pr of essor suffer mary losses since some pro-
fessors work in multiple depatmerts, and others



don't place all ther pageshierardically under their
initial home page.

The spder aso alows a single level below the
home page of checking aswell. While this limits
the sites thatthe spider can go to, it still hasthe pos-
sibility of entering other professas' sitesin thesame
university. However, this is hardto prevent, asthere
is no digtinctive markthat detemines the owner of a
page

Marny pagpers are locaed on the professors web
sitesin usual formasof .p df ,.p s,ard .d oc. In-
steadof attemping to detemine if a paperis are-
search pager or not, the spider simply downloads
them all. After downloadng all the les and con-
verting themtotext, a Iterprogramisruntoremove
all les that did not convert properly and those that
are not reseach papes. The rule for resardc papes
is tha they must contain anabstract or introduction,
and also a referencesor bibliography section. This
processwas the sameas usal with CORA to nd re-
saarch papes, and experiments showed that it had
roughly a 95% acarecy rate. Attemps to discen
from the webwhether or not pgpers are reserch pa-
persis limited since there areno distinguishing fea-
turesin the link or in the paper name asto the natue
of thepaper.

Another issue with the webis the fact thata single
profesor's site may contain mary levels of pages
which reaultsin hundreds and possbly thousands of
chedks and page loads in seach of his pgpers. The
spderis setwith atimer that records when a profes-
sa'ssiteis rstbeng checked Eachtime the spider
gesrealy to download apaper, seachanew pageor
visit andher pagg, it checks the time. If thetime is
too long, it stgps downloadng, instead ndi ng new
pages and visiting them. Theisste of downloading
a lamge paper through a small connedion and wast-
ing large amaunts of time is had to check. The web
spder thus hasthe unfortunateproblemtha it hasto
wait for the les to be downloaded, and this might
wask the time allocaied to searching the particular
profesor's web site. Theonly safety agairst this is
that the web spder has a collection of threadsdoing
the crawl. Thus with afew threads if onegets stuck
onabig lebédngdownloadedonaslown connecion,
the others can continue searching for additional pa-
pes.

4 Text Comparison

The text compaison utility, whichwasimplemerted
in Java,is acompletely indeperdent module from the
web spder. Aftertheweb spider has nisheddown-
loading and converting all of the papes for a partic-
ular profesor, the text compaison utility is execued
on the diredory containing those papers The util -
ity performspairwisecompaison of all papersin the
direcory. When ni shed, it producesanHTML re-
port le in the samedirecory. Therepat lelistsin
deserding order all pairs of le s with their repec
tive perentages (above an adjustable threstold) of
deecedsimilarity. See Figure 2.

4.1 Comparison Algorithm

One of the rst thingsto condder wasthe quedion
of wha exactly conditutes plagiarism. Any block of
directly copiedtext is obviously plagiarism,butthere
aremary other casesto condder:

Cosmetic changes Minor cosmett changesto text,
such asthe addtion or removal of punctuation
or spacing should not affect the compaison.

Reorderedtext: Paragmaphs or sentencesfrom pa
per A canbe copied but placed in a different
orderin paperA'. If thebulk of the contentis
thesame, however, this should sill bedetected.

Reworded text: Rewording of text without signi -
cant chargeto the meanng, such asthe sulbsti-
tutionof afew wordsfor synonymsor swappng
clauses of a serterce should be caught. While
not nearly as severeasdiredly copying text, a
signi cant amourt of thisshoud stll registe as
plagiarism.

In addition to worrying about wha sotts of sim-
ilarities amaunt to plagiarism, there are also an al-
mostendess numberof criteria upon whichtwo texts
canbe compardal to deted violations The primary
god of the utility wasaccuracy in deteding instarces
of plagiarism, but a certain degreeof ef ciency was
neessry as well. Papersin plaintext formd in ex-
ces of 200kb werenot uncommon but eventhe pair-
wise compaison of 50+ average-9zed documens
( 50kb) is a very lengthy O(n?) opertion. More



Figure 2: Reports are presated in a standard browser

Figure 3: The system allows for two papels to be examinedin moredetdl. Similar paragraphs are color
coded ard presented in a stardard browset




complex algorithms, such asatemptng to align the
documents, were corsidered. However, the highly
likely possibility that the text will be rearderedren-
dersalignmern arelatively poor choice for a primary
algorithm. Sinceplagiarizedtext from onedocument
could appea arywhere andin any orderin a sec-
ond documert, a bruteforce comparison algonthm
seemedto be the best choice. A greatded of opti-
mization is possible to improve the speal of the al-
gorithm, but a certain degreeof brute forceis neces-
say to nd all occurrenesof plagiarism. The nal
algorithm consigs of three main parts:

1. pasingthe text documerns into paragraphsand
sentences in acanonical form;

2. peforming a highly optimized, brute-force,
parwise compaison of the pased documerts;
ard

3. prodwingan HTML report of theresuts.

4.2 Parsinginto Canonical Form

In the rst phas,eachtext leis parsal into aDoc-
ument object with a list of Paragraphobjeds, each
of which then has a list of Sentence objects. The
text le is expected to contan the URL of the origi-
nd leonthe rstline,which is extraded rst, fol-
lowed by a sefrae paraggrgoh on eech line. Each
line after the rst then becomesa Pargragph. Sen-
tences are corsideredto beanything delimited by the
characters! ? ;. Paragraphswith lessthan four
sentences are discaded, since they are most likely
justsection headngs, parts of formulas,or otherran-
dom ard insigni cant text. If a Paragmaph has at
leastfour senkerces the resuting text for the Sen-
tencesisconvertedto lowercaseandthenparsedinto
words. Words are condderedto be anytling delim-
ited by whitespaceor ary of the following chareac-
ters: ! 2N <> 1 {Y C) I
Any whitespaceor delimiting chaadersareremoved
ard only thelist of wordsis retaned. Words from
a short, pre-de ned list deemal insigni cant to the
mearnng of a sentence (sud as a, an the this
ard tha) arediscaded. Similar to Paragaphs ary
Senence with less than four words (after remaoving
insigni cant oneg is discarded. Mot “sertences”

with lessthan four mearnngful words are not ac
tud sentences-thosethathapen to berealsenerces
aretoo short to hold much contert ard thus are not
of mudh interestfor compaison. Rather than stor-
ing enormous numbess of small strings, the words
arerepresanted asintegers A global hash of words
to ther correspnding integer values is mairtained
acrossthe program. As a serterce is pared eac
word is looked up in the table. If it alread/ exists,
tha value is used Otherwise, the word is inseated
into the table with a new, unique value. EachSen
terce then maintains a list of its unique words (as
integers in sarted order); the sum of theinteger val-
uesof al its words, and the original senenc, as a
string in caronical form with a space betveen each
word.

4.3 Comparison Algorithm

After all doaumerts have beenparsed al pars of
doaumeris are “scored’ for the level of similarities
found betveenthem. All pars of paragmpts in the
two document are scored agang each other by a
pairwise compaison of their resgdive sentences.
The reaults then lter up, with pamgaphs earnng
points based upon the numbe of similar serternces
andther levels of similarity and the document earn
ing points basal upon the amourt of detected pla-
giarism in each paragraphwith atotal score above a
cettainthrestold.

Serterces are compasedfor similarity ontwo lev-
els Serierces thatare identical ean the maxmum
scae possble; sertences that are highly similar to
one arother earn a score somevhere beween 50-
100% of the passble scae, depending ontheamount
of similarity. Compaing senencas for equdity is
eay and highly optimized. Before even looking
at the words in a senterce, the "sums$ of the two
senerces—@lculatedwhile parsing—arecompared. If
they are nat the same, it is known immediately tha
the serterces are not idertical. While occasiond
overlap of the values of thesesumsdoes occur be-
tweenserercesthatare differern, it is rareenaugh to
eliminate almost all unnecessary comparisors. Only
if the sumsard word counts of two sentences are
identical are the adud strings compared.

Sertercesareconsidered similarif theintersedion



of therr setsof unique wordsis the samesize or only
slightly smaller than the sds themsdves Since the
listsof uniquewords are maintained in soited order,
binary seaching canbe usal to ef ci enty calculate
the size of the intersedion of the sds. This compai-
s isalsooptimizedto beperformed only when sig-
ni cantsimilaritiesmayexist. Sentences thathave a
maja discrepancy in the sizes of their unique word
sds are ignored, as are ary sentercesthathave very
smal ses of uniquewords

4.4 Reporting Results

After pairs of pagpers have beensmred agansteach
other, they are given a percertage to repreent the
approximate level of plagiarism fourd betweenthe
two. The score for a document represents roughly
the number of serences worth of plagiarism found
in thedocument Thepercentagedividesthatnumber
by the averaggelength of the papes and multi pliesby
100. Once dll pairs of papershave beencompaed
the list of papels andthar regective percentagesis
sarted in deserding order ard the results are written
out toanHTML le in the directory. The top of the
le givesthe URL for theroot pagefrom which the
papesweredownloaded. Following thatis the list of
percentageswith linksto the correspondng pgpersin
their original format.

5 FutureWork

In the future, the spider will probady beale to nd
better pagers if the entire computer saence site is
crawled. All paperswould be downloaded and con-
verted Those would be Itered ard then would be
pasal and sotted into the appopriate professa’s
diredories The spder would implement a better
schema swch asreinforcemert leaning, with fewer
time ard traversal condraints. At its currert state, a
numberof valid papersare missad as well asa num-
ber of invalid papers gatrered.

Thereis agreatded thatcould still beadded to the
compaiison utility. It currertly has a very good bal-
arce of acaracy and ef cie ney, athough there are
still optimizationsthat could be madeto increasethe
speed. The greatestimprovement though, would be
to allow thecriteria for comparisonto be adusted, so

tha theuser could makethe decision betveen spead
andan even higher level of accuracy. There arean
almog limitless numbe of statisticsthatcould be ex-
amined to more accuately—or quickly—gpot possble
plagiarism. Someinteresing criteria could indude

the numbe of words tha occur very infre-
quently in each documen, yet occur in bath,
and

the percentage of overlap betweenthe unique
word sés for bath complde documens.

Another improvement to the comparison utility
would be to allow more thorough compaison ard
scaing aadossall doaumerts, rather than simple pair-
wise comparion. It is probally of greder value,for
instarce, to see the total amaunt of plagiarismin a
doamert from ve othes thanto see ve sepaate
comparisons.

Conclusions

We have preserted aweb spiderandatext compari-
sonutility designedto detect self-plagiarism amory
Computer Scienceacacemics.
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